
Nexenta Performance 
    Scaling for Speed and Cost

Changing Times,
Changing Technologies
The amount of unstructured data stored, 
primarily files and virtual machines, is 
growing by 55% or more per year, and 
the amount of cloud data is growing 
by 75% or more per year. Companies 
are storing more data for a variety of 
reasons, including achieving a competitive 
advantage gained through quicker and 
better access to business-critical data or to 
meet industry-specific compliance rules. 

Price pressures and demanding cloud 
services require a new model of disk 
storage. Economics are pushing 
Information Technology solutions to 
the limit. Services must perform, scale, 
and be reliable. In order to achieve this, 
companies need new methodologies for 
data storage. 

One new strategy leverages the 
exponential improvements in the 
underlying hardware to serve the ever-
growing demands for data storage.  
OpenStorage approaches, including 
NexentaStor®, utilize an open and up-to-
date file system, ZFS, to pass along these 
improvements in the underlying hardware 
to storage buyers.  

For example, ZFS technology, as tuned by 
Nexenta, uses today’s powerful processors 
to checksum every single transaction 
made, including every read and every 
write. It also finds and corrects silent data 
corruption. 

This approach allows systems running 
NexentaStor to be cost effective with high-
performance industry standard hardware, 
as opposed to the proprietary legacy 
hardware RAID systems, which consume 
more power and are comparatively poor at 
insuring data integrity.    

In addition to using today’s powerful 
processors to improve data integrity, 
NexentaStor also leverages SSDs and 
memory to increase cost effectiveness with 
the difficult performance requirements of 
virtualized systems. 

Legacy systems often attempt to address 
the random I/O patterns of VMware, Citrix, 
KVM, and Hyper-V either through the use 
of hundreds of fast, expensive, and power 
hungry disks, or by putting the entire 
storage pool into even more expensive 
memory. NexentaStor uses SSDs and 
memory as cache for reads and for writes. 
Faster, cheaper,  and more effective.
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•	 Optimize	Performance
     Key Features

Optimize Performance 

NexentaStor	improves	performance	for	
all	workloads	by	adopting	commodity	

components	and	leveraging	best-of-breed	
technology,	such	as	flash,	SSDs,	and	
CPU	architectures,	that	deliver	a	near	
linear	scaling	architecture	to	address																

enterprise	environments.

Reduce Cost, Improve Disk I/O   
Throughput and Latencies

Accelerate	storage	by	leveraging													
intelligent	read	and	write	caches	based		
on	commodity	components	with	no	

vendor	lock	in.	

Deliver Cost Savings with Flexibility: 
Impact Storage, Power, and Space 

Use	SSDs	in	combination,	or	replace	
magnetic	disk	drives	to	provide	supe-
rior	I/O	throughput.	Industry	standard	
SSDs	consume	less	power	than	spinning					
disks	while	increasing	performance.	



Hybrid Storage Pools: 
Optimizing Performance
The key to the NexentaStor system’s 
optimization is the Hybrid Storage Pool 
(HSP). Main memory or DRAM is used as 
an Adaptive Replacement Cache (ARC), 
efficiently storing both frequently used and 
recently used data. (Figure 1)

The Separate Intent Log is used to 
optimize latency of synchronous write 
workloads, such as NFS. The log satisfies 
synchronous write semantics while the 
transactional object store optimizes and 
allocates space on the main pool storage. 
The log does not need to be very large 
in size and is structured according to the 
amount of data expected to be written in 5 
seconds.

A level-2 ARC, or cache device, can be 
used to cost-effectively grow the size of the 
ARC. For large, read-intensive workloads, 
the cost-per-gigabyte of SSDs is lower 
than main memory DRAM. Excellent read 
system performance can be achieved 
using modestly priced SSDs.

The main pool performance can be less 
critical when the system is configured with 
enough RAM when the log and L2ARC 
devices are fast.

Open Source               
Software Solution
When properly configured, the use 
of hybrid storage pools can offer at 
least a 10x improvement in the price / 
performance of storage, especially for the 
extremely common and very challenging 
random work loads of virtualized servers, 
clouds, and desktops.

The open approach taken by Nexenta 
offers the best way to leverage today’s 
improved hardware. In general, legacy 
storage companies purchase industry 
standard hardware and then mark it up by 
up to 10 times cost—because they can.

Scalable Virtualization 
Improves System Utilization 
While many storage solutions tend to use 
inadequate CPUs with limited amounts of 
memory, NexentaStor scales with the latest 
processor and memory technology. This 
is done by choosing the best hardware 
configuration for the task, as opposed to 
endlessly tuning the software. 

NexentaStor’s building blocks include 
persistent storage devices, with many 
different block devices supported, such 
as HDDs and SSDs, providing an easy 
migration path from legacy storage. 

In addition, a wide variety of initiators can 
be used, including NL-SAS, SAS, iSCSI, 
and FC and. New technologies are added 
easily to existing NexentaStor systems, 
protecting your investment against 
technology and hardware obsolescence.

NexentaStor systems perform better than 
proprietary storage systems for a variety 
of reasons. By using high-level, scalable 
storage software, Nexenta customers can 
leverage the improvements in component 
technologies. For example, changing 
a NexentaStor server’s processor for a 
faster version, adding a new motherboard, 
or adding memory is as simple and 
straightforward as upgrading a compute 
server. 

NexentaStor increases performance, cost-
effectively, incrementally, and efficiently 
over its lifetime.

Obviously, not all hardware choices are 
fast. The cost, performance, and reliability 
of system components have a significant 
impact on the overall system performance 
and dependability. This flexibility offers 
unparalleled optimization options. 
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Figure 1. Hybrid Storage Pools
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Each of these variables can be measured 
in the lab or, in the case where the system 
is being designed on paper, gleaned from 
component data sheets. Each component 
can be measured easily under laboratory 
conditions with off-the-shelf benchmarking 
tools.

The expected maximum performance is 
based on the probability that a read I/O 
operation is accessing data that already is 
cached in faster memory or L2ARC.                

Mathematically, we can say that the 
expected maximum performance 
approaches the performance of the pool 
disks for an infinite working set size.

In the graph, we see the expected 
maximum performance curves for three 
different system configurations. 

The amount of RAM influences the table 
top. If the entire working set can be cached 
in RAM, then life is good. If not, then 
L2ARC devices can be used to effectively 
increase the size of the cache. The small 
configuration does not employ a L2ARC 
cache device. The medium and large 
configurations use one or more L2ARC 
devices.

Notice that RAM is much faster than the 
L2ARC devices. Also, the L2ARC devices 
are approximately an order of magnitude 
faster than the pool devices. This shows 
the power and cost optimization available 
to NexentaStor users.

For reference, the maximum performance 
of a 10 GB Ethernet also is shown in 
Figure 3. For a NexentaStor system, the 
speed in which data can be transferred 
to the clients is an important design 
consideration.

Customers of legacy storage systems, 
having written their company’s information 
to disk in the proprietary format of their 
legacy storage vendor have no choice 
of how to access that data—they must 
purchase solutions from their legacy 
storage vendor, including hardware with 
gigantic mark-ups.  

By comparison, NexentaStor, using ZFS, 
only sells software; this means that buyers 
of NexentaStor can access the commodity 
market for storage hardware and can 
upgrade systems already in place to 
achieve improved performance, resulting 
in savings of 60-75% versus locked-in 
legacy systems.  

Working Set Size
The Working Set Size (WSS) is used 
to describe the amount of space most 
commonly used for applications or 
workloads. The use of WSS to describe 
performance is becoming increasingly 
useful as disk sizes increase. 

In many cases, systems are configured 
with 10s or 100s of terabytes of storage, 
while only a small fraction of the space 
is used at any given time. This fraction is 
the working set size. The graph (Figure 2) 
shows the step function (blue line) and the 
envelope created with the green line: this 
is the WSS.

Defining Limits
A performance envelope (Figure 3) is used 
to describe the maximum limits of the 
performance of a system. This concept 
is familiar to car or airplane enthusiasts: 
maximum horsepower, acceleration, 
altitude ceiling, etc.

For NexentaStor, the boundaries of read 
performance are the speed of RAM, the 
speed of the L2ARC, and the speed of 
the pool devices. The size of RAM and 
L2ARC caches can be adjusted as needs 
warrant—an obvious opportunity for cost/
performance optimization.

Figure 2. Working Set Size



Storage Technology 
Efficiency 
An interesting thing happens when the 
pools are built entirely of fast devices—the 
configuration becomes simple again. Fast 
log and cache devices exist to compensate 
for slow main pool devices. If the main pool 
is fast, the need for separate log or L2ARC 
devices is reduced. In a NexentaStor 
system, separate log and L2ARC devices 
can be added or removed on-the-fly, 
without downtime or data risk. 

Latency typically is 10ms or higher when 
accessing data from disk drives. Flash 
cache modules reduce latency by a factor 
of 10 or more compared to disk drives 
when there is a cache hit.

Accelerate File Server 
Performance
NexentaStor’s read and write cache 
technology ensures access to your active 
data is accelerated significantly, speeding 
access by a factor of 10x or better 
compared to traditional spinning disks.

Read / write caches leverage SSDs 
without creating another storage tier. 
There is no need to move data from tier 
to tier to achieve best performance. It’s all 
automatic because it is integrated with the 
underlying ZFS technology. This allows the 
end user to control specific workloads by 
dynamically adding read / write caches. 

Storage Architecture
Bringing this all together, the hybrid 
storage pool configurations we commonly 
see can be broken down into good-better-
best scenarios. The minimal configuration 
is a single disk. (see Figures 4,5)

When better write performance is desired, 
a separate log device is added. A good 
rule of thumb is that the separate log 
device should be 10x lower latency than 
the main pool devices. Hence, it is very 
common to see SSDs used for logs along 
with HDDs in the main pool.

A better configuration adds more 
redundancy and adds a L2ARC cache 
device.

Best configurations use fast mirrors, 
providing additional performance for the 
logs and more L2ARC cache devices.
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Figure 3. Performance Envelope Graphed
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Figure 4. Storage Architecture in stages from beginning to best    
	 (but	better	things	still	are	out	there:	see	below)

Figure	5.	Storage	Architecture:	As	systems	get	better,	the		
	 																architecture	gets	less	complex.

Good, Better, Best, and Then Some
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Future Growth
Increased Scalability 
The ability to utilize industry standard 
components, along with Open Systems, 
allows the latest multi-core processors, 
memory, and disk subsystem technology 
to be combined to address scalability of 
the entire storage system. This means the 
ability to have cache in the terrabyte range 
with almost no limit on file system size. No 
longer locked into the constraints of legacy 
systems and its restricted supply chain, 
end users can break into the 21st century 
with a 128-bit file system designed to scale 
to today’s modern compute infrastructures. 

Greater Interoprability
End users now can utilize OpenStorage 
technology and apply it to specific 
storage solutions. Unified storage 
from NexentaSotr allows for seamless 
integration into existing environments 
based on Open Standards. Coupled with 
commodity server technology from multiple 
vendors provides interoperability with 
existing infrastructure. No new proprietary 
protocols. 

Cost effectiveness
Demands on computing infrastructure 
require cost effective solutions in an ever 
changing environment. NexentaStor allows 
you to:
• Dynamically add additional storage 

when needed and scale to address 
enterprise cloud demands. 

• Combine Hypervisor technology 
to couple with Enterprise Open 
Systems Class functionality in a 
cost effective cluster. 

• Leverage appliance features 
and functionality to provision 
consistently to needs. Open 
hardware platform and commodity 
prices with no vendor lock-in.

When comparing storage solutions, the 
proof is in the performance. As with any 
technology upgrade or initial purchase, due 
diligence is required. How much does it 
cost now? Can it scale when my company 
grows? How easy is it to use? Is it secure?

Performance Realized: 
Benefits of a NexentaStor 
System
With NexentaStor, customers experience 
all the benefits of enterprise storage 
without succumbing to vendor lock-in and 
outdated technologies of legacy storage 
vendors.                                                           

With Nexenta, customers save 60-
75% on storage costs while benefitting 
from NexentaStor’s superior storage 
functionality, tight integration across 
virtualization products, and faster 
deployment cycles. 

With NexentaStor, licensing is based on 
total storage, not the number or speed of 
processors or the amount of RAM. New 
or faster network interfaces can be added 
to improve client performance without 
incurring additional storage licensing costs.

Other benefits that come along with 
this system include faster access to 
information, the ability to do more in less 
time, data integrity, a system that is easy 
to maintain, lower IT costs, greater storage 
and server utilization, high scalability, and 
greater cost effectiveness. This allows 
a company to start small and grow as 
capacity requirements increase.

If you are just now looking into storage 
solutions, or if your present storage 
configurations are outdated, pricey, hard 
to use, or just plain unreliable, call us. We 
can help. 

For more information about what kind 
of performance to expect when using 
NexentaStor, please visit us at:
Nexenta.com
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